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Abstract
The ability to hold listeners’ attention and prevent habituation is a crucial design feature for both 
biological and human-made distress and alarm signals, but their intrusive nature also causes stress 
and annoyance. To investigate what makes vocalizations distracting and annoying, we developed 
Self-Steered Sound Synthesis (S4) – a new experimental paradigm for studying voice perception, in 
which untrained participants created fully synthetic, yet realistic vocalizations by adjusting voice 
pitch, aspects of voice quality, and temporal structure of short vocalization sequences (dog barks, 
seagull calls, human cries and shouts, etc.). Independent samples of listeners then evaluated the 
results. The primary determinants of vocal annoyance were, from most to least important: (1) the 
amount of signal per unit of time, including the proportion of time spent vocalizing within a 
sequence and the proportion of unpleasant-sounding irregular phonation (nonlinear vocal 
phenomena); (2) the rate of acoustic events such as individual calls or sudden changes in voice 
quality; (3) unpredictable temporal structure of vocalization sequences, which was consistently 
increased in S4 experiments, but did not affect annoyance ratings. Thus, sequences of short vocal 
signals produced at a fast and/or unpredictable rate may be functionally optimal for alerting without 
undue annoyance, whereas continuous and harsh signals like baby cries cause maximum acoustic 
stress, making them impossible to ignore. With the S4 method, complementary voice production 
and perception paradigms can be extended far beyond the range of vocal stimuli that participants 
can produce themselves, with wide-ranging applications in research on human and animal signals 
and sound design.
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Significance statement: We present a new experimental approach that enables untrained participants 
in online studies to create dog barks, infant cries, and other vocalizations with a voice synthesizer. 
With this new tool, we demonstrate how sequences of vocalizations can be optimized for attracting 
listeners’ attention, and what makes some sounds particularly annoying.

Introduction

Vocal Annoyance is Important Practically and Theoretically
Positive or negative valence is a fundamental component of any affective experience (Plutchik, 
2001; Russell, 1980; Scherer, 2000), and all decision making is ultimately anchored in liking or 
disliking an outcome (Goel, 2022). Like other sensory stimuli, sounds can be a source of great 
enjoyment – as any music lover will attest – but also of great annoyance (Guski et al., 1999), and 
both reactions have a major impact on our behavior and well-being. For instance, there is increasing 
interest in assessing the impact of road traffic and other noise on psychological and medical 
outcomes (Clark & Stansfeld, 2007; Mitchell et al., 2022), as well as in the beneficial impact of 
relaxing natural soundscapes (Mitchell et al., 2022; Van Hedger et al., 2019). Other sounds, such as 
acoustic alarms in hospitals and cockpits of airliners, need to be noticed without causing undue 
annoyance, otherwise users will simply switch them off (Edworthy et al., 1991; Foley et al., 2020; 
Watson et al., 2023). Voices are a particularly important category of auditory input. Social 
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impressions display a pronounced halo effect, wherein physical (Dion et al., 1972; Nisbett & 
Wilson, 1977; Thorndike, 1920) and vocal (Surawski & Ossoff, 2006; Zuckerman & Driver, 1989) 
attractiveness affects how intelligent, competent, and likable a person is judged to be. Even in the 
context of human-machine interaction, user satisfaction depends on whether the voice of a digital 
assistant is perceived as pleasant or jarring (Aylett et al., 2019). 

Apart from such practical considerations, vocal annoyance is a theoretically important, yet little 
studied, factor shaping the form and evolutionary trajectory of acoustic communication in 
vertebrates, including humans. A central principle in nonverbal communication is that the physical 
form of signals is often aligned with their function: for instance, aggressive vocalizations make the 
caller appear larger, alarm calls are loud and harsh to attract attention, etc. (Marler, 1967; Pisanski 
et al., 2022). In particular, the basic function of many signals is to attract or repel receivers. Since 
listeners naturally prefer some sounds to others, communication can be made more efficient (i.e., 
callers will be better able to influence receivers) if the vocal signals meant to repel the listener or 
stop an undesirable action are intrinsically unpleasant, whereas signals meant to attract or encourage 
are pleasant or at least neutral (Owren & Rendall, 1997, 2001; Rendall, 2025; Rendall et al., 2009). 
For instance, a very loud and harsh distress scream serves as an “acoustic bludgeon” (Owren & 
Rendall, 2003): it can help to startle or repel an aggressor merely by sounding intrinsically 
unpleasant, quite apart from its other possible social functions such as warning conspecifics or 
recruiting help from allies (Hogstedt, 1983). Likewise, infant cries are extremely effective at 
attracting caregivers’ attention, ensuring that the infant’s needs are met – and yet, crying can be very 
stressful to listen to, causing annoyance or even triggering abuse (Dudek et al., 2016; Li et al., 2018; 
Richey et al., 2020). In this case there is an apparent tradeoff between ensuring immediate response 
and repelling the receiver, both mediated by vocal annoyance.

There is limited research on the vocal characteristics that people find annoying in general, but a few 
special cases are well documented. Infant cries are particularly stressful for listeners if they are 
long, loud, high-pitched, and full of irregular phonation variously described as dysphonia, noise, 
roughness, or nonlinear vocal phenomena (NLP) (Adachi et al., 1986; Gustafson & Green, 1989; 
Richey et al., 2020; Zeskind & Marshall, 1988). The same acoustic features predict high arousal in 
animal calls (Briefer, 2012) and the level of perceived distress in a crying infant (Cornec et al., 
2024; Corvin et al., 2022; Yoo et al., 2019). Thus, it seems likely that listeners are disturbed not 
only by the sound of crying itself, but also by the empathic response it induces. In line with this 
explanation, listeners are annoyed by the same vocal characteristics of dog barks, such as high pitch 
and harshness, that they interpret as a sign that the dog is in distress (Jégh-Czinege et al., 2020; 
Pongrácz et al., 2016). Thus, although baby cries and dog barks are paradigmatic examples of 
potentially annoying vocalizations, empathic distress complicates the investigation of what listeners 
dislike purely acoustically. It is therefore desirable to extend the research on vocal annoyance to 
other vocalizations, which do not convey distress but can still sound distracting and annoying. In 
this study, for instance, we also tested screeches of seagulls, quacks of ducks, whistle-like synthetic 
vocalizations, and angry shouts.

A separate, but highly relevant body of research focuses on distraction and auditory salience, which 
is the ability of certain sounds to command attention in an involuntary, bottom-up manner. While 
distraction and annoyance are distinct phenomena, vocal signals like repeated barks are likely to be 
experienced as more annoying if they strongly distract listeners from other tasks and cannot be 
easily “shut out”. The salience of any sounds, including both vocalizations and inanimate noises, is 
predicted above all by their loudness and unpredictability (Huang & Elhilali, 2017; Kaya & Elhilali, 
2014; Kim et al., 2014). The role of loudness is quite intuitive as it corresponds to the overall 
amount of stimulation, while its sudden increase indicates a rapidly approaching or looming 
stimulus and triggers an acoustic startle reflex (Ghazanfar & Maier, 2009; Koch, 1999; Maier et al., 
2004; Neuhoff, 2018; Tajadura-Jiménez et al., 2010). Excessive loudness is also a major 
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psychoacoustic determinant of annoyance regardless of attentional mechanisms because very loud 
sounds are unpleasant or even painful (Laird & Coye, 1929; Møller, 1987; Singer & Young, 1941). 
Unpredictability – or, more precisely, a violation of expectations – is described as another major 
determinant of attentional capture: sensory input that violates expectations creates a large prediction 
error, grabbing our attention and potentially causing stress or annoyance (Dalton & Hughes, 2014; 
Nöstl et al., 2012; Parmentier et al., 2011, 2022; Röer et al., 2014; Vachon et al., 2012).

Vocal signals can be made unpredictable in at least two ways. First, the temporal structure of 
sequentially produced calls can be made random, or, perhaps even more effectively, it can contain 
islands of regularity punctured by repeated violations of rhythmic expectations. Second, vocal 
production (phonation) within a single call can be made unpredictable with nonlinear vocal 
phenomena (NLP) such as sudden frequency jumps and other bifurcations – transitions between 
phonatory regimes (Fitch et al., 2002; Wilden et al., 1998). Apart from ordinary quasi-periodic 
phonation with a single audible frequency, vertebrate vocalizations often contain episodes of 
subharmonics (additional frequency components harmonically related to the fundamental 
frequency), relatively slow amplitude and frequency modulation, biphonation (simultaneous 
production of two independently varying frequencies), and deterministic chaos (very irregular, 
noise-like phonation). Assuming that each audible bifurcation perceptually constitutes an acoustic 
event, the increased rate and unpredictability of acoustic events in the presence of NLP could make 
a vocalization more salient, and potentially more annoying. 

There is some evidence from animal studies that these NLP may prevent habituation (Karp et al., 
2014; Reby & Charlton, 2012; Thévenet et al., 2023; Townsend et al., 2011), with the clearest 
evidence available for frequency jumps (Blesdoe & Blumstein, 2014; Blumstein & Recapet, 2009; 
Slaughter et al., 2013). However, human psychoacoustic studies have found no association between 
NLP-like acoustic features and auditory attention (Ellermeier & Zimmer, 2014; Symons et al., 
2024). Our previous work suggests that NLP-related change in voice quality or timbre of a 
vocalization may be more perceptually salient than transitions between phonatory regimes (Anikin, 
2025b). Auditory roughness, in particular, has often been invoked as an important predictor of 
salience (Arnal et al., 2015, 2019; Arnal & Noemi, 2024; Huang et al., 2018; Kothinti et al., 2021; 
Zhao et al., 2019). Roughness corresponds to rapid envelope fluctuations within critical bands in the 
cochlea, and several types of NLP make voices rougher (Anikin, 2025a; Anikin et al., 2021). 
Finally, NLP are associated with higher levels of actual and perceived distress (Anikin, 2020; 
Cornec et al., 2024; Koutseff et al., 2018; Valente et al., 2025), so their presence in vocal signals 
such as dog barks and baby cries may make listeners uncomfortable due to enhancing the level of 
perceived caller distress. In sum, to the extent that difficult-to-ignore, intrusive sounds are 
experienced as irritating, irregular phonation with NLP could make vocalizations annoying via three 
mechanisms: unpredictability, roughness, and empathic distress (Anikin, 2025b).

How Can We Determine What Makes Vocalizations Annoying?
Research on the acoustic characteristics that listeners enjoy or find annoying has deep roots in 
psychoacoustics and experimental esthetics. Fechner (1876, p. 190) proposed three methods of 
studying esthetic preferences: choice, production, and use. Nearly all research on esthetics since 
Fechner has relied on the method of choice, in which listeners rate how much they like a stimulus, 
order stimuli by preference, perform paired comparisons, etc. While such explicit reports are 
susceptible to various biases (Nadal & Vartanian, 2022), their ecological validity is generally high 
(Corneille & Gawronski, 2024), particularly in the case of purely subjective preferences. The 
production method has largely been neglected despite calls to revive it (Nadal & Skov, 2013), but it 
has great untapped potential. The simplest way to apply it to vocal stimuli is to ask speakers to 
modify their voices so as to convey a particular esthetic impression. Natural vocal production is an 
ecologically valid way to investigate intentional manipulation of the esthetic dimension by speakers 
and a good starting point for a correlational analysis of pleasant and repugnant acoustic features, but 
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it is not a suitable method for making causal claims about what specific vocal features attract or 
irritate listeners because it offers no experimental control over the variables. It is also limited to the 
range of sounds that speakers are physiologically capable of producing, not to mention that extreme, 
socially inappropriate vocalizations are difficult to elicit in the lab (Scherer & Bänziger, 2010). 

Fortunately, voice synthesis has now matured to the extent that it is possible to give participants 
control over one or more acoustic parameters and let them modify, in near real-time, not merely 
pure tones and filtered noises, as in classical psychoacoustics (Fastl & Zwicker, 2006), but also 
complex and naturalistic vocal stimuli. The manipulated vocal characteristics define the 
experimental parameter space. As the dimensionality of this space increases, the standard approach 
of testing all possible combinations rapidly becomes unfeasible. For instance, the grid already 
contains 36 = 729 combinations with six vocal parameters and just three values to test per 
parameter, while a five-step full grid for a 6D space is completely unfeasible with 56 = 15 625 
combinations. Without considering the complete grid, however, we effectively take linear slices 
through the complex vocal space if we simply focus on one parameter at a time, which makes it 
difficult to discover natural attractors or even interactions between vocal characteristics. In contrast, 
participants in control of a voice synthesizer can theoretically navigate a complex parameter space 
intelligently, just as they would with their own voices, and choose optimal combinations for a 
particular task (e.g., to make a vocalization more or less annoying), followed by a perceptual 
validation of the results. This method, which we refer to as Self-Steered Voice Synthesis (S4), offers 
two key advantages over natural vocal production. First, by choosing which theoretically interesting 
vocal characteristics participants can adjust, the experimenter retains control over the variables and 
can test specific causal hypotheses – for instance, whether or not temporal irregularity causes 
annoyance. Second, the range of possible sounds is not limited by physiological constraints, social 
inhibitions, or the vocal skills of untrained participants.

In this study, we take advantage of the newly available voice synthesis technology to implement and 
test the S4 paradigm, applying it to a systematic investigation of vocal annoyance. The method 
itself is validated and fine-tuned in Experiment 1, in which participants manipulate the voice quality 
and temporal characteristics of a short sequence of dog barks to make them more or less distracting 
and annoying. We then add more types of vocal stimuli to test how well the findings generalize 
beyond barks (Exp. 2a-c) and supplement voice synthesis with perceptual validation of the created 
sounds by independent samples of listeners. The following experiments focus on the role of various 
nonlinear vocal phenomena and transitions between phonatory regimes in causing vocal annoyance 
(Exp. 3a-b and 4). The specific hypotheses and predictions are presented separately for each 
experiment.

General Methods

Self-Steered Sound Synthesis (S4)
The new method of Self-Steered Sound Synthesis (S4) gives untrained participants control over 
several parameters of a voice vocoder, letting them create new vocalizations with a particular 
perceptual quality (e.g., as annoying as possible). This is not resynthesis of preexisting recordings, 
but a method for creating arbitrary sounds, including complex animal and human vocalizations, 
completely de novo. The back-end for this functionality is the R package soundgen (Anikin, 2019), 
which produces realistic vocal samples based on specified vocal characteristics: voice pitch, 
intensity, temporal structure of the synthesized sequences of nonverbal vocalizations (referred to as 
call bouts), a variety of parameters controlling voice quality, aperiodic noise component, etc. The 
algorithm is intended primarily for generating nonverbal vocalizations such as animal calls or 
human laughs and screams, and it has been successfully used in many studies for vocal synthesis 
(Anikin et al., 2021, 2025; Pisanski et al., 2022; Valente et al., 2025), but always in an offline mode, 
where the stimuli were prepared in advance of perceptual experiments. We now adapted soundgen 
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to be used as a plugin in interactive web applications. To make it usable by untrained participants, 
only a few high-level parameters were adjusted at a time, while the rest were fixed at some 
predetermined values corresponding to particular vocal “prototypes” such as dog barks or infant 
cries. Participants controlled between one and six vocal parameters such as the duration and rate of 
individual vocalizations or a particular aspect of voice quality (Fig. 1). As long as the vocalizations 
were only a few seconds long, there was very little delay (no more than 1-2 s) between changing a 
setting and hearing the new resulting sound. 

R code controlling voice synthesis was made into several Shiny apps hosted on 
https://www.shinyapps.io/. To enable online experiments with persistent data storage, one or more 
Shiny apps were embedded as iframes into the parent page controlling the experiment, which was 
deployed on a separate server. Javascript was used to send messages between the embedded apps 
and the parent page – for example, to set up a Shiny app based on a randomized order of trials for 
each new participant or to send the settings chosen by the participant in each trial back to the parent 
page for processing and storage. The R and javascript code for running all experiments is available 
in supplements (https://osf.io/wh75g/); see also soundgen documentation for more details on voice 
synthesis (Anikin, 2019) (https://cogsci.se/soundgen.html).

Participants
Participants for all six experiments (N = 437) were recruited on Prolific (https://prolific.com). 
According to the database on Prolific, the demographics were as follows: 237 women, 179 men, 21 
unreported; average age 33, range [18, 87]. Inclusion criteria were fluency in English and no self-
reported hearing difficulties. All participants provided informed consent. Ethical approval for 
performing perceptual experiments with human subjects was provided by the Comité d’Ethique du 
CHU de Saint-Etienne (IRBN692019/CHUSTE).

Data Analysis
All data were analyzed at the level of unaggregated, trial-level responses using Bayesian multilevel 
models that were implemented with the R package brms (Bürkner, 2017). The posterior 
distributions were summarized by their medians and 95% credible intervals (CI). 

Transparency and Openness
All study materials are available at https://osf.io/wh75g/. This includes datasets, R scripts for 
creating the stimuli (as Shiny apps) and data analysis, and javascript code for running the 
experiments. None of the experiments were preregistered.

Experiment 1: Creating Annoying and Distracting Dog Barks
The first voice production experiment had three objectives: (1) to implement and test the S4 method 
of controlling parametric voice synthesis in online experiments; (2) to estimate the necessary 
sample sizes by intentionally over-sampling and then performing a retrospective power analysis; 
and (3) using this new method, to test whether unpredictable temporal structure and a rough voice 
quality with NLP would make sequences of dog barks more distracting and annoying.

Methods
Procedure
Participants controlled six parameters of a voice synthesizer that generated and played a two-second 
sequence of several short dog barks as soon as one of the three control panels was clicked. Each 
panel controlled two parameters mapped onto the X and Y coordinates (Fig. 1). The parameters 
were: 

(1) Dog size (range -1 to +1) controlled simultaneously voice pitch and vocal tract length. The 
default pitch contour of 300-670-650-600 Hz was divided by 2size/2, and the default frequencies of 
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the first four vocal tract resonances (formants, defaulting to 1400, 3500, 5200, and 7000 Hz) were 
multiplied by 1.5size, where size varied from -1 to +1. Thus, a “smaller” dog had higher-pitched 
barks and higher, more widely spaced formants suggestive of a shorter vocal tract.

(2) Bark roughness (range 0 to 100%) was tied to the nonlinBalance parameter in soundgen, which 
stochastically controls the balance between tonal voice production and two different regimes of 
nonlinear phenomena: subharmonics and chaos. Thus, low-roughness barks were predominantly 
tonal, but they increasingly included episodes of first subharmonics and then also chaos as the 
roughness parameter increased.

(3) Bark rate (range 0.5 to 8 per second) set the average number of barks per second. To avoid 
overlapping barks, the proportion of time vocalizing was capped at min{1; bark duration / (1000 / 
bark rate)}, and the pauses between barks had to satisfy both the target bark duration and the 
calculated proportion of time vocalizing. In other words, the effective bark rate could be lower than 
implied by the chosen coordinate in the second control panel if the barks were too long: for 
instance, if each bark lasts 0.2 s, it is physically impossible to have more than five of them in 1 s 
(Fig. S1). The actual duration of each pause between barks was taken from a Gamma distribution 
whose standard deviation depended on the temperature parameters.

(4) Bark duration (range 100 to 300 ms) controlled the average duration of individual barks (the 
total duration of a sequence was always about 2 s). The actual duration of each bark was drawn 
from a truncated Gaussian distribution with a standard deviation equal to bark duration x 
temperature.

(5) Temperature (range 0.01 to 0.3) determined the amount of stochastic variation in bark duration 
and rate (pauses between barks).

(6) Temperature variation (range 0.01 to 1) introduced occasional additional variation in the 
duration of pauses between barks, over and above that due to temperature. Intermediate values of 
this parameter tended to produce sequences with alternating bursts of regularly timed barks and 
occasional longer pauses.

The panels of control parameters had labeled axes (Fig. 1), but otherwise participants received no 
explanation or training on what each parameter did, but had to explore the parameter space by 
clicking around and listening to the resulting sequences of barks. There was no visual feedback 
apart from crosses showing the currently chosen parameter values in each panel and small dots 
showing the previously tried values. A sound with the corresponding characteristics was played 
within 1-2 s after a plot of control parameters was clicked. Because the algorithm was stochastic, 
repeatedly clicking the same point could produce somewhat different sequences, particularly if the 
temperature parameters were high. 

Each participant performed four trials in random order, which differed only in the instructions:

Annoying: Please make the barks as annoying as possible (as something you would hate to hear for 
a long time).

Least annoying: Please make the barks as non-annoying as possible (as something you would not 
mind hearing for a long time).

Distracting: Please make the barks as distracting as possible (it would be impossible to concentrate 
on something else).

Least distracting: Please make the barks as non-distracting as possible (you could listen to them 
and still concentrate on something else).
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Fig. 1 The interface used to control sound generation in Exp. 1, with three interactive panels of control parameters. 
Clicking any of the panels changed the corresponding two parameters (current values shown with red crosses, and 
previously tried values with black dots). Spectrograms (not shown to the participants) illustrate bark sequences 
produced with parameter values corresponding to the corners and middle of each plot, assuming the other two plots are 
at default values.

The control parameters were reset to the same default values at the beginning of each new trial. 
Once satisfied with the chosen parameters, a participant clicked the Submit button and proceeded to 
the next trial. Each of the three plots had to be modified (clicked at least once) before the Submit 
button was activated.

Participants
Participants were recruited on Prolific (https://prolific.com). As long as no technical problems were 
reported, they were all included in the analysis, resulting in a sample of 109 participants.

Data Analysis
Only the final settings chosen in each trial were analyzed (see Fig. S2 for an example of complete 
response patterns). A single multivariate Gaussian model was built to predict all six control 
parameters (normalized to range from 0 to 1) as a function of task (a factor with 4 levels: annoying, 
least annoying, distracting, and least distracting), with a random intercept capturing variation across 
participants in typically chosen values of each parameter across the tasks. The model in brms syntax 
was as follows (Fig. 2A-C):

mvbind(size_norm, nonlinBalance_norm, sylLen_norm, sylRate_norm, temperature_norm, tempVar_norm) ~ 
task + (1 | subject)

This model was run both on the original chosen coordinates in panel 2 for illustration purposes (Fig. 
2A), and then after adjusting the effective bark rate (Fig. 2B-C, Fig. 3).

Responses may also be nonlinear – for example, participants may choose either of two attractors in 
the parameter space such as rapid sequences of many short barks or long barks at a lower rate. 
Therefore, a nonlinear Bernoulli model with thin plate spline smooths was specified to predict the 
“high pole” (positive or negative target trait – that is, most vs. least annoying and most vs. least 
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distracting), separately for annoyance and distraction (Fig. 3):

high ~ s(size_norm, nonlinBalance_norm) + s(sylRate_norm, sylLen_norm) + s(temperature_norm, 
tempVar_norm)

This model makes the simplifying assumption that the distribution of responses in one control panel 
is independent of the values chosen in the other two panels, but it can accommodate various 
numbers and shapes of attractors in each panel. 

We also performed a retrospective power analysis by analyzing increasingly small subsamples. For 
each control parameter and each of the original 109 participants, we calculated the difference 
between most and least annoying barks. The resulting dataset of 103 observations (less than 109 
because of some missing trials) was subsampled with replacement 1000 times for each N from 1 to 
103. A simple linear regression model was fit to each subsample to estimate the effect of annoyance. 
This was done separately for the adjusted bark rate (with a large positive observed effect) and dog 
size (with a small negative observed effect). The medians and 95% confidence intervals of the 
resulting effect sizes were treated as precision estimates (the first two panels in Fig. 2E), and the 
proportion of simulations with a significant (p < .05) difference in the same direction as in the full 
sample (positive for bark rate, negative for dog size) were treated as power estimates (the last panel 
in Fig. 2E). This simple approach to power analysis is fast enough to perform thousands of 
simulations rapidly, and in this case it is acceptable because each participant normally performed a 
single trial per task.

Results
The main objective of Exp. 1 was to implement and test Self-Steered Sound Synthesis (S4). 
Participants had no trouble performing the task and explored the three control panels before settling 
upon the final parameter values. They had to click each panel at least once in order to proceed to the 
next trial, but a single click per panel was observed in only 8% of trials, and the median number of 
clicks per panel in each trial was 13. There was a general preference for selecting values near the 
corners or the center of each control panel, but the entire range of available values was also 
explored (Fig. S2). Importantly, in 42% of trials participants did not simply move through the three 
control panels consecutively, but switched back and forth between them. In principle, the design 
therefore offers a chance to detect interactions between the dimensions of the parameter space, even 
if they are not part of the same control panel. Most importantly, participants were clearly capable of 
navigating a six-dimensional parameter space intelligently and without explicit training.

The second methodological objective was to estimate the approximate sample sizes required for 
using the S4 paradigm, which is an important step in the absence of any comparable previous 
research. In most cases control parameters were adjusted by a large amount to make a sound more 
or less annoying, and the size and precision of population effects largely depended on how 
consistently individual participants responded. When the responses were reasonably consistent, as 
for the bark rate parameter, excellent statistical power over 90% could be obtained with just 25 to 
30 participants. When the responses were highly variable across participants, as for the size 
parameter, a much larger sample of about 100 participants was required to detect the small 
population effect (Fig. 2D). Naturally, more complex analyses of interactions between multiple 
dimensions would require larger samples.

Finally, the substantive research question was to investigate the effect of manipulated vocal 
parameters on annoyance and distraction. Very similar results were obtained for annoyance and 
distraction (Fig. 2A-D). To make sequences of barks more annoying and distracting, participants 
made the dogs sound smaller (-0.16, 95% CI [-0.24, -0.09] and -0.09 [-0.16, -0.01] of the total range 
of the size parameter, respectively), increased the effective rate of barking (+0.22 [0.16, 0.27] and 
+0.20 [0.15, 0.25]), and made bark sequences more irregular and unpredictable by increasing the 
temperature (+0.18 [0.10, 0.25] and +0.24 [0.16, 0.32]) and temperature variability (+0.14 [0.07, 
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0.22] and +0.12 [0.05, 0.20]). There was also a slight tendency to increase the duration of individual 
barks to maximize annoyance and distraction, but this effect was inconsistent across participants 
and statistically uncertain (+0.07 [-0.01, 0.15] and +0.05 [-0.03, 0.12]). Surprisingly, vocal 
roughness was not consistently manipulated to enhance either annoyance (-0.04 [-0.12, 0.04]) or 
distraction (+0.00 [-0.08, 0.08]; Fig. 2C). 

Fig. 2 Sequences of dog barks are made faster, more irregular, and higher in frequency (as if produced by a smaller 
dog) to make them annoying and distracting in Exp. 1. (A) Responses in the coordinates used by participants: the dots 
represent combinations of parameters selected in individual trials, and the contour plots show the density of 
multivariate Gaussian posterior distributions. The effective bark rate could be lower than shown here when the bark 
duration was long (cf. Figs. 3 and S1). (B) Fitted values of each parameter and task assuming a multivariate Gaussian 
distribution, after adjusting bark rate. The legend is the same as for panel A. (C) Contrasts between the barks intended 
to be annoying vs. least annoying, or distracting vs. least distracting. Little green dots show observed contrasts for 
each participant. (D) Retrospective power analysis with 1000 simulations per sample size. The first two panels show 
the difference in two control parameters (bark rate and dog size, respectively) between most and least annoying barks. 
The last panel shows the proportion of simulations that returned a significant effect on annoyance in the expected 
direction. N = 444 trials by 109 participants.
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No strongly nonlinear response patterns were apparent, except that annoyance could be maximized 
by creating either short barks at a very high rate or longer barks at a lower rate (Fig. 3). In contrast, 
only the high-rate-short-duration attractor was apparent when the task was to maximize distraction 
rather than annoyance. We also entered call rate, call duration, and the corresponding approximate 
proportion of time vocalizing (approximate because the algorithm generating vocalizations is 
stochastic) as predictors in a multiple logistic regression model of the task, assuming additive 
effects with no interactions. Both bark rate and the proportion of time vocalizing had clear 
conditional effects on both annoyance and distraction. Specifically, increasing bark rate over the 
entire available range and keeping the other two predictors constant at the midpoint predicted an 
increase in the probability that the task was to maximize, rather than minimize, annoyance by 40% 
[8, 64] and distraction by 37% [3, 62]. The corresponding effects of the proportion of time 
vocalizing after conditioning on bark rate and duration were 37% [9, 61] and 36% [7, 59], 
respectively. In contrast, bark duration was not an independent predictor of either annoyance (8% [-
17, 32]) or distraction (2% [-26, 22]). This multiple regression analysis is somewhat artificial, 
however, since in reality call rate and proportion of time vocalizing are strongly coupled: it would 
be difficult for a vocalizer to greatly increase call rate without also spending a higher proportion of 
time vocalizing. In sum, vocalizing frequently and with relatively short pauses is an effective 
strategy for attracting attention from the signaler’s perspective, although it also sounds rather 
annoying.

Fig. 3 Vocal contrasts in Exp. 1 were mostly linear, except for two attractors for maximizing annoyance: very rapid 
short barks or much longer and slower barks. Logistic generalized additive model predicting the task from the chosen 
control parameters. Red = high trait (more vs. less annoying or distracting), blue = low trait. N = 444 trials by 109 
participants.

Experiment 2a: Creating Different Annoying Vocalizations
Having implemented the method of Self-Steered Voice Synthesis in Exp. 1, we now tested the role 
of the same six control parameters more systematically using five vocal prototypes instead of just 
dog barks. Only annoyance was tested in the rest of experiments to save resources, particularly 
since participants produced broadly similar responses for distraction and annoyance in Exp. 1, and 



CREATING ANNOYING VOCALIZATIONS 11

since all stimuli were designed to be both distracting and annoying. Exp. 2a was similar in design to 
Exp. 1, having labeled axes for six control parameters. These verbal labels were removed in Exp. 2b 
to verify whether the responses might be affected by semantic associations of terms like irregularity 
or roughness with annoyance. Finally, listeners in the perceptual Exp. 2c were asked to rate the 
annoyance of the vocalizations synthesized by participants in Exp. 2a. Based on the results of Exp. 
1, we expected that participants would increase temporal irregularity and especially call rate to 
maximize annoyance.

Methods
Procedure
The experiment was similar to Exp. 1, but with five vocal prototypes (see examples in Fig. S3): 
baby cries (baby), dog barks (bark, the same as in Exp. 1), duck quacks (duck), seagull screeches 
(seagull), and high-frequency tones (whistle). The control parameters were the same as in Exp. 1 for 
all prototypes, but their range varied across prototypes, as did other vocal characteristics such as 
source spectrum, the presence and amount of vibrato, etc. These settings were chosen so as to 
approximate the acoustic characteristics of natural calls and to keep them reasonably realistic over 
the entire space of control parameters.

In addition to expanding the number of prototypes from one to five, several smaller changes were 
made compared to Exp. 1. To avoid potential confounds related to the fixed initial values of control 
parameters, they were reset to new random values in every new trial, as opposed to the same 
defaults in every trial in Exp. 1. The temperature variation control parameter was slightly modified: 
instead of amplifying the standard deviation of pauses, it increased or decreased the duration of the 
pause itself with a probability of 1/3 and in proportion to temperature variation. This made the 
effect of temperature variation more pronounced. To exploit the familiarity with the range of 
possible sounds after the completion of a trial with a particular prototype, the next trial always 
presented the same prototype, but with the opposite target (first “most annoying”, then “least 
annoying”). Two response buttons were therefore shown side by side, one for “most annoying” and 
the other for “least annoying”. The five prototypes were presented in a random order without being 
explicitly labeled – that is, participants never saw the labels duck, baby, etc.

Participants
The power analysis in Exp. 1 suggested that at least 30 participants are required to provide adequate 
precision of effect size estimates per prototype. Accordingly, 37 participants were recruited on 
Prolific (https://prolific.com).

Data Analysis
After adjusting the effective call rate, the results were modeled with a similar multivariate Gaussian 
model to Experiment 1, but allowing the effect of task to vary across prototypes:

mvbind(size_norm, nonlinBalance_norm, sylLen_norm, sylRate_norm, temperature_norm, tempVar_norm) ~ 
task + (1 | subject) + (task | prototype)

Results
Looking across all prototypes, most control parameters were increased to make sequences of 
vocalizations more annoying (Figs. 4A, S4). The only exception was size, which was not made 
noticeably different for most vs. least annoying vocalizations (0.02 [-0.05, 0.10] on a normalized 
scale of 0 to 1). This increase was very large for call rate (0.28 [0.22, 0.34]) and temperature (0.30 
[0.23, 0.36]), but smaller and less consistent across participants for roughness (0.13 [0.06, 0.20]) 
and call duration (0.15 [0.08, 0.22]). The effects were largely consistent across all five prototypes, 
except for the roughness parameter, which was increased very considerably and consistently in 
whistles to make them more annoying (0.26 [0.11, 0.43]), but much less so in other prototypes (Fig. 
4A). A nonlinear analysis of responses was not performed because of the smaller sample size than 

https://prolific.com/
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in Exp. 1. We next replicated Exp. 2a, but omitting verbal labels of the manipulated vocal 
parameters in control panels.

Experiment 2b: Creating Annoying Vocalizations Without Labels

Methods
The stimuli and design were identical to Exp. 2a, except that the axes of control panels were 
unlabeled, and instead a practice trial was added at the beginning of the experiment, in which 
participants were asked simply to explore the control panels (using the bark prototype as an 
example) and to understand what vocal features the axes controlled. 41 participants were recruited 
on http://prolific.com and completed 10 trials each; no-one was excluded from the analysis.

Fig. 4 Contrasts in each control parameter between the vocalizations intended to be most vs. least annoying, overall 
and separately for each vocal prototype. The green dots are observed adjustments in a control parameters by the same 
participant. N = 323 trials by 37 participants in (A) and 415 trials by 41 participants in (B).

Results
Looking across all prototypes, only two control parameters were consistently increased to make 
sequences of vocalizations more annoying: call rate (0.20 [0.15, 0.25]) and temperature (0.11 [0.05, 
0.17]). The effects were similar for all five prototypes (Figs. 4B, S5). Thus, removing axis labels 

http://prolific.com/
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preserved the most consistent effects of call rate and temperature in Exp. 2a, whereas the weaker 
effects of roughness and call duration disappeared. The consequences of adjusting the roughness 
and call duration parameters are perceptually obvious, so it seems unlikely that participants would 
be unable to understand these dimensions without explicit labels. On the other hand, low-effort 
responses become more likely if an experimental task is made more difficult, so it is possible that 
some meaningful dimensions of the parameter space were not exploited in Exp. 2b merely because 
the absence of labels raised the threshold for serious engagement with the task and encouraged 
“lazy” random responses. Alternatively, verbal labels in Exp. 2a may have primed spurious response 
patterns via associations such as “rough should be annoying”. One way to distinguish between these 
alternative explanations is to test the effect of each control parameter on annoyance ratings in a 
perceptual experiment, which is described next.

Experiment 2c: Rating the Annoyance of Synthesized Vocalizations
To test how effectively participants in Exp. 2a controlled the annoying character of vocalizations, 
their responses were used to synthesize a new vocalization for every trial in Exp. 2a, and an 
independent sample of listeners then indicated how annoying they found these vocalizations (see 
General Methods for a description of the testing procedure). An alternative approach would be to 
cover the entire parameter space with a grid permutation of the six control parameters, but this 
would result in a very large number of synthetic vocalizations to test. Using the actually chosen 
combinations of control parameters also enabled us to test how well participants in Exp. 2a 
succeeded in manipulating vocal annoyance.

Methods
Stimuli
37 participants in Exp. 2a provided ten responses each: five prototypes x two tasks (most and least 
annoying). Removing missing or repeated trials, this resulted in 286 stimuli to test in Exp. 2c. 
Because the generative algorithm is stochastic, these are not precisely the same vocalizations which 
participants in Exp. 2a approved by clicking “submit”.

Participants
We recruited 60 participants for this experiment. There were no obvious problems with the 
responses (e.g., very rapid responses or low correlations with average ratings), so no participants 
were excluded from the analysis. With this sample size, each of 286 vocalizations was rated on 
average 10.5 times, ensuring good precision of effect size estimates (Fig. 5).

Procedure
The perceptual experiment was written in javascript and performed online in order to test how an 
independent sample of listeners would react to the sounds created by participants in voice 
production experiments. After being asked to use headphones and verifying that audio playback was 
working, listeners rated synthetic vocalizations presented in random order. In each trial they were 
asked: How annoying is this voice? Some sounds are unpleasant to listen to. How much would you 
object to hearing this vocalization over and over again? Responses were given using a horizontal 
visual analog scale labeled Not at all annoying to Extremely annoying and ranging from 0 to 100, 
with a step of 1. The scale had a checkered pattern with no numerical labels, but the chosen value 
was displayed to the participant. There was no time limit for responding, and a sound could be 
repeated as many times as needed.

Data Analysis
The effect of synthesis task (maximizing or minimizing annoyance) was evaluated with the 
following model:

response ~ prototype*task + (prototype*task|subject) + (1|sound),
phi ~ (1 | subject),
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where response is the annoyance rating normalized to a range of (0, 1), prototype is a factor with 5 
levels (baby, bark duck, seagull, and whistle), task is the intended effect in Exp. 2a (trying to 
achieve maximum or minimum annoyance), subject is the listener in Exp. 2c (60 levels), and sound 
is the rated stimulus (286 levels). Thus, the effects of prototype and task were allowed to vary 
across subjects, and each sound was assumed to have its own group-level intercept. To test the 
effect of each control parameter, they were entered simultaneously in multiple regression and 
allowed to vary across both prototypes and subjects:

resp01 ~ size_norm + nonlinBalance_norm + sylLen_norm + sylRate_norm + temperature_norm +
    tempVar_norm + (size_norm + nonlinBalance_norm + sylLen_norm + sylRate_norm + temperature_norm +
    tempVar_norm|prototype+subject) + (1|sound),
phi ~ (1 | subject)

To investigate the role of the proportion of time spent vocalizing in each sequence, the audio 
recordings were analyzed with the function segment() from the soundgen package, extracting their 
temporal structure. This is more precise than using the specified call rate and duration because the 
algorithm is stochastic, so the actual proportion of time vocalizing is only approximately 
determined by these settings. A separate model was then fit to tease apart the relative contributions 
of these three temporal parameters, as follows:

resp01 ~ propTimeVoc + sylLen_norm + sylRate_norm + 
    (propTimeVoc + sylLen_norm + sylRate_norm|prototype+subject) + (1|sound),
phi ~ (1 | subject)

Results
By manipulating the vocal control parameters, participants in Exp. 2a succeeded in making 
synthetic vocalizations 5 to 20% more annoying as rated by an independent sample of listeners (Fig. 
5A-B). The manipulations were least successful for baby cries (+7.7% [2.1, 13.6]) and most 
successful for whistles (+15.2% [9.0, 21.3]). 

We next analyzed the effect of each control parameter on the annoyance ratings. The chosen settings 
of most control parameters in Exp. 2a were relatively independent, except that temperature was 
moderately correlated with call rate (Pearson’s r = .57, Fig. S6). To estimate their conditional 
effects, all six parameters were entered simultaneously in multiple regression, assuming additive 
effects with no interactions. This is a strong assumption, but the 6D parameter space is too vast and 
sparsely populated for a more complex analysis. The most consistent effects were found for 
increasing call rate and call duration, which made all five prototypes considerably more annoying 
(Fig. 5C). Averaging across all prototypes and holding the other five parameters constant at the 
middle of the range (the first panel in Fig. 5C), increasing call rate over the available range was 
predicted to increase annoyance ratings by 21.8% [18.4, 25.4], and call duration by 11.4% [8.0, 
14.9]. As mentioned above, another way to look at the same results is to calculate the proportion of 
time vocalizing for each combination of call rate and duration parameters. This proportion varied 
from ~10% to 90% and could be maximized by increasing call rate and/or call duration (Fig. S1). A 
separate multiple regression analysis revealed that the proportion of time vocalizing was a much 
better predictor of annoyance ratings (+28% [17, 38] over the observed range and holding other 
temporal parameters constant) than either call rate (+6% [-1, 14]) or call duration (+1% [-6, 7]). In 
other words, while participants tended to prioritize call rate over duration in S4 experiments (Figs. 
2b, 3, 4), listeners’ annoyance was largely explained by the proportion of time vocalizing in each 
sequence.

There were other intriguing differences between production and perception paradigms in terms of 
the annoyance of the tested vocal characteristics. Temperature and temperature variability had no 
apparent independent effects on annoyance ratings either overall (+0.3% [-2.5, 3.1] and +0.8% [-
1.7, 3.5], respectively) or for any particular prototype (Fig. 5C), even though both were consistently 
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increased by participants in Exp. 2a (and temperature also in Exp. 2b) to maximize annoyance. 
Note, however, that these are conditional effects estimated after statistically controlling for other 
vocal parameters, and it may be difficult to distinguish between the perceptual impact of 
temperature and call rate, which were often increased together in Exp. 2a (Fig. S6). Size was not 
consistently manipulated by participants in the production experiments Exp. 2a and 2b (Fig. 4), and 
indeed, it had no overall effect on the annoyance ratings in the perceptual Exp. 2c across all 
prototypes (-0.4% [-3.0, 2.4]). However, size had a pronounced negative effect on the annoyance 
ratings of duck quacks (-9.6% [-15.9, -3.3]), balanced by a small positive effect on the annoyance 
ratings of baby cries (+6.7% [2.1, 11.4]) and perhaps seagull calls (+4.6% [0.0, 9.5]). Assuming that 
this is not simply noise in the data, the perceptual consequences of shifting the frequency (voice 
pitch and vocal tract resonances) can vary considerably, depending on the vocalization. In contrast, 
roughness was usually increased to maximize annoyance in Exp. 2a, most consistently for seagull 
calls (Fig. 4A), but its conditional effect on annoyance ratings was weak and even mildly negative 
(-3.2% [-6.0, -0.4] overall; Fig. 5C). 

Fig. 5 Vocal annoyance based on perceptual ratings in Exp. 2c. (A-B). Annoyance ratings confirm that participants in 
Exp. 2a succeeded in making all five vocal prototypes more or less annoying by adjusting six vocal parameters: fitted 
values for each prototype and task (A) and contrasts between vocalizations intended to be most vs. least annoying (B). 
(C) The best way to increase annoyance ratings is to increase call rate and duration: conditional effects of control 
parameters in multiple regression showing the increase in predicted annoyance as one parameter is increased over its 
entire tested range, while all other parameters are held at their midpoint. N = 2892 ratings by 58 listeners of 286 
vocalizations resynthesized based on the settings chosen in Exp. 2a.
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Putting these findings together, vocal annoyance caused by a bout of calls is powerfully affected by 
their temporal structure, particularly by the total amount of signal packed into a unit of time 
(proportion of time vocalizing), followed by the rate of acoustic events, and perhaps also by their 
unpredictability.

Experiment 3a: Creating Annoyance with Nonlinear Phenomena
The first two experiments focused on the temporal structure and rhythm of vocalization sequences, 
but it is also crucial to consider voice quality and its variability both within and across calls in a 
bout. In particular, irregular phonation is a multifaceted phenomenon and a theoretically important 
potential predictor of distraction and annoyance, but it was operationalized in the first two 
experiments as a single control parameter, roughness, which controlled both subharmonics and 
deterministic chaos and created them in one or several episodes, at random. Furthermore, relatively 
subtle differences in voice quality may be overshadowed by the much more obvious differences in 
the temporal structure of call bouts. To test the effect of specific types of irregular phonation more 
closely, in experiments 3 and 4 we therefore investigated the role of six nonlinear vocal phenomena 
(NLP) that are common in human and animal vocalizations and previously investigated in relation 
to distress and alarm (Anikin, 2020; Anikin et al., 2021; Fitch et al., 2002; Massenet et al., 2022), 
namely: frequency jumps, amplitude modulation, subharmonics, chaos, vibrato, and register 
transitions. Participants in Exp. 3a had to synthesize vocalizations that were most or least annoying 
by means of manipulating four controls that adjusted the number and irregularity of episodes of one 
of these six NLP, as well as their total duration and depth or strength. New sounds were then 
synthesized based on the chosen settings, and these were rated by a separate sample of participants 
(Exp. 3b). NLP are perceptually rough (Anikin et al., 2021) and convey negative valence (Anikin, 
2020; Cornec et al., 2024; Koutseff et al., 2018; Massenet et al., 2022; Valente et al., 2025), so they 
could also be generally unpleasant. Theoretically, annoyance should also be enhanced by increasing 
the number of acoustic events (here, transitions between phonatory regimes or pitch jumps), 
particularly when these transitions are unpredictable. On the other hand, we previously observed 
that the total duration of experimentally manipulated NLP was a much more important determinant 
of vocal distraction than the number of their episodes (Anikin, 2025b). Thus, we were particularly 
interested in testing whether a single long episode or multiple short episodes of NLP would be more 
annoying. 

Methods
Stimuli
The effects in Exp. 2a-2c were broadly similar across the tested prototypes, and combining various 
NLP effects with multiple prototypes would create too many experimental conditions to test 
comprehensibly. We therefore settled upon a single vocal prototype for Exp. 3, namely a synthetic 
shout in a male voice, 2000 ms in duration and with pitch rising from 200 Hz to 400 Hz and then 
falling again in a chevron-shaped intonation contour. The chosen prototype satisfied the key 
desiderata for this experiment, namely: (1) it contained a continuously voiced fragment long enough 
to contain several NLP episodes, and (2) it placed NLP in an ecologically and acoustically natural 
context as all tested NLP types can occur in loud, high-pitched shouts. Six vocal effects (NLP) were 
tested: frequency jumps (sudden transitions to higher or lower voice pitch by 1 to 12 semitones 
followed by a return to the original pitch contour), amplitude modulation (non-sinusoidal 
modulation at 70 Hz with a depth of 15 to 100%), subharmonics (at 1/2 of the fundamental 
frequency, depth 10 to 50%), chaos (implemented as very rapid jitter with a depth of 0.25 to 3 
semitones), vibrato (frequency 7 Hz, depth 0.5 to 12 semitones), and register transitions (sudden 
changes in voice quality from modal to breathy and back again, similar to exaggerated chest-falsetto 
transitions in singing). In each trial, one of these six effects was applied to a prototype vocalization 
and controlled by four parameters: vocal effect proportion (the total duration of affected episodes), 
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depth (the magnitude of vocal effect), number of episodes, and their irregularity (stochastic 
variation in the spacing and duration of NLP episodes). The voice synthesis app was initialized with 
random values of the four control parameters in each trial.

Procedure
The experiment design was mostly similar to Exp. 1 and 2a, except for making the dimensions of 
control panels more explicit. Because the vocal effects were relatively subtle compared to the first 
two experiments, and potentially difficult for participants to understand, the experiment began with 
a training block, in which each control parameter was explained individually using frequency jumps 
as an example and the same prototype (a male shout) as in the main experiment. Participants had to 
experiment with changing each of the four control parameters in turn and listen to the resulting 
changes in the sound, with a brief verbal explanation of what each control parameters did, but 
without any reference to vocal annoyance (Fig. S7, top panel). It was then demonstrated how these 
four parameters would be mapped onto two control panels in the main experiment (Fig. S7, bottom 
panel). The task in each trial was to either maximize or minimize the annoyance caused by the 
manipulated vocalization, for a total of 12 trials (6 NLP x 2 tasks = 12). The first trial was always 
frequency jumps / maximum annoyance so as to be similar to the training block, and after that the 
order of NLP and tasks was random. To simplify the layout and avoid explicit contrasts between 
most and least annoying vocalizations (e.g., choosing the opposite corners of a parameter plot for 
these two tasks), only a single question was asked in each trial. A bonus of 2 GBP was offered to the 
five best submissions out of 30, chosen based on the ratings of annoyance of the created sounds in a 
separate perceptual experiment (Exp. 3b).

Participants
In line with power estimates in Exp. 1, we recruited 30 participants for this experiment.

Data Analysis
The results were modeled with a similar multivariate Gaussian model to Experiment 2a, but with 
multiple vocal effects instead of prototypes:

mvbind(size_norm, nonlinBalance_norm, sylLen_norm, sylRate_norm, temperature_norm, tempVar_norm) ~ 
task + (1 | subject) + (task | effect)

Results
None of Pearson’s correlations between the four control parameters exceeded r = .25, indicating that 
they were set relatively independently by participants, but all four tended to be increased to make 
the sounds more annoying (Figs. 6A, S8). Averaging across the NLP and normalizing the 
parameters to a range of [0, 1], these increases were as follows: duration +0.20 [0.14, 0.26], depth 
+0.14 [0.08, 0.21], number of episodes +0.22 [0.15, 0.28], irregularity +0.16 [0.09, 0.22].

Experiment 3b: Rating the Annoyance of Nonlinear Phenomena
To test how effectively participants in Exp. 3a maximized or minimized the annoying character of 
vocalizations by means of adjusting nonlinear phenomena, as well as to identify and reward the best 
submissions in Exp. 3a, 342 vocalizations were synthesized with their chosen settings in Exp. 3a 
and then rated on annoyance by an independent sample of listeners in a separate Experiment 3b.

Methods
Stimuli
30 participants in Exp. 3a provided 12 combinations of settings each. With a few missing trials, 
there were 330 combinations to try, plus 12 population averages – combinations of settings based on 
the median parameters values for each NLP and task – for a total of 342 synthetic vocalizations. 
These were created as in Exp. 3a. The algorithm is stochastic, so these vocalizations were similar, 
but not identical to what participants heard in Exp. 3a.
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Procedure
Listeners rated 75 vocalizations presented in random order. The procedure was identical to that in 
Exp. 2c.

Participants
We recruited 50 participants for this experiment. Ten were excluded from the quality sample 
because of performing fewer than 50 trials or having responses that poorly correlated with average 
ratings per sound (Pearson’s r < .2). A sensitivity analysis was performed on the complete sample to 
ensure that the main findings were not affected by excluding these ten participants (Fig. S9).

Data Analysis
Statistical analysis was performed very similarly to experiment 2c, except that vocal effects were 
modeled instead of prototypes. The effect of synthesis task (maximizing or minimizing annoyance) 
was evaluated with the following model:

resp01 ~ effect*task + (effect*task|subject) + (1|sound),
phi ~ (1 | subject)

To test the effect of each control parameter, they were entered simultaneously in multiple 
regression:

resp01 ~ prop_norm + dep_norm + n_norm + temperature_norm +
    (prop_norm + dep_norm + n_norm + temperature_norm|effect+subject) + (1|sound),
phi ~ (1 | subject)

Results
We began by testing how successfully synthesizers managed to make the prototype shout more or 
less annoying when they manipulated six types of NLP. As expected, listeners provided higher 
annoyance ratings for the vocalizations intended to be most vs. least annoying, but only for two 
NLP types: vibrato (+6.9% [4.1, 10.0]) and chaos (+5.1% [1.9, 8.5]). The effects of frequency 
jumps, amplitude modulation, subharmonics, and register transitions were both weak and uncertain 
statistically (Fig. 6B-C). Thus, annoyance manipulations were much more effective with some NLP 
than others, although participants in Exp. 3a manipulated all six NLP very similarly.

We next analyzed the effect of each control parameter on the annoyance ratings with multiple 
regression, assuming additive effects with no interactions. None of the control parameters appeared 
to have a clear independent effect on annoyance for subharmonics and register changes (Fig. 6D), 
except for a possible weak effect of the number of register transitions (+2.9% [0.3, 6.5] for the 
maximum vs. minimum number of episodes, holding all other control parameters at their midpoint 
values). For the other four NLP, annoyance mostly depended on their duration and depth, whereas 
the number of episodes only mattered for frequency jumps (+2.9% [0.6, 6.1]). Interestingly, the 
irregularity of episodes in itself – after controlling for other parameters – did not affect annoyance 
ratings for any of the tested NLP (Fig. 6D).

In sum, participants in Exp. 3a struggled to make the prototype shout more or less annoying by 
manipulating only the irregularity of phonation. Frequency jumps, vibrato, amplitude modulation, 
and chaos did make a vocalization more annoying, but not by much, and largely based on the total 
duration and depth of these vocal episodes rather than the number or unpredictability of transitions 
between them. This is particularly curious in the case of frequency jumps, whose “duration” 
determines the length of episodes of modified voice pitch before its return to the original contour. 
Contrary to theoretical predictions, this indicates that listeners paid more attention to static voice 
properties than to transitions between phonatory regimes.
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Fig. 6 Investigating the annoying nature of nonlinear phenomena in Exp. 3a-b. (A) To make synthetic vocalizations 
more annoying, participants in Exp. 3a tended to increase the duration and depth of all NLP, as well as the number and 
irregularity of their episodes. (B-C) Judging by annoyance ratings in Exp. 2b, participants in Exp. 3a were most 
successful at manipulating annoyance with the vibrato and chaos effects. Fitted values for each NLP and task (B) and 
contrasts between vocalizations intended to be most vs. least annoying (C). (D) NLP duration and depth were better 
predictors of annoyance than the number and irregularity of NLP episodes. Conditional effects of control parameters in 
multiple regression: the boost in predicted annoyance as one parameter is increased over its entire tested range, while 
all other parameters are held at their midpoint. N = 381 trials by 30 participants in Exp. 3a and 3258 ratings of 342 
resynthesized vocalizations by 40 listeners in Exp. 3b.
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Experiment 4:Balancing between the Number and Duration of 
Nonlinear Episodes

The perceptual ratings in Exp. 3b suggest that irregular voice quality as such may be more salient 
and annoying than transitions between phonatory registers. On the other hand, participants in Exp. 
3a did increase the number and irregularity of NLP episodes in order to maximize annoyance. A 
potential weakness of the design of Exp. 3a is that the control parameters were not only labeled, but 
also explained to the participants in the training module, possibly inviting normative rather than 
spontaneous judgments (e.g., “irregularity” seems like something that should be annoying). 
Therefore, in Exp. 4 we took the opposite approach and omitted both training and explicit labels of 
control parameters. To make the design as simple as possible, participants were asked to manipulate 
a single unlabeled slider, which controlled the number and duration of NLP episodes, from several 
short episodes to a single long episode. A hidden tradeoff parameter, set at random for each trial and 
not shown to the participant, determined to what extent splitting an episode of irregular phonation 
into several shorter fragments also reduced their total duration. The research questions were (1) 
whether multiple episodes or a single long episode of irregular phonation would be more annoying 
overall, and (2) whether enforcing a tradeoff between the number of episodes and their total 
duration would affect the responses. In other words, assuming that three short episodes of irregular 
phonation are more salient and more annoying than a single long episode of the same duration, how 
much can we reduce the total duration of NLP before the advantage of multiple transitions is offset 
by shortening the duration of exposure?

Methods
Stimuli
There were three fully synthetic vocal prototypes between 2 and 2.7 seconds in duration: a male 
shout, a female scream, and a baby cry. Three vocal effects (NLP) were tested: amplitude 
modulation (non-sinusoidal modulation at 140 Hz with a depth of 50%), chaos (implemented as 
very rapid jitter with a depth of 2 semitones), and vibrato (frequency 7 Hz, depth 2 semitones). In 
each trial, one of these three effects was applied to the prototype vocalization, controlled by two 
hyper-parameters: combi and tradeoff. The value of combi was controlled by the participant via a 
slider, and the value of tradeoff was chosen at random for each trial and ranged from 0 to 1. When 
the tradeoff was 0, the number of NLP episodes had only a slight negative effect on their total target 
duration, but this effect became strongly positive as tradeoff approached 1. In fact, a tradeoff of 1 
meant that the duration of episodes approached 0 as their number was increased (Fig 7A-D). 
Specifically:

Max total duration = 0.5 + (combi - 0.5) * tradeoff
Number of episodes = 3 - (combi - 0.5) * 4

The episodes were generated stochastically, as in Exp. 3, with a temperature of 0.1. Thus, the actual 
duration of NLP episodes and of pauses between them varied unpredictably.

Procedure
Participants were asked to make test sounds as annoying as possible by adjusting the position of an 
unlabeled horizontal slider. The chosen value set the combi hyper-parameter, but the axis was 
randomly flipped in each trial to make the slider’s effect less predictable. Every time the slider was 
clicked, a new sound was generated. Participants could repeat the process until satisfied with the 
result. The slider returned to the middle position (combi = 0.5) at the beginning of each new trial. 
There were 9 trials: 3 prototypes (shout, scream, cry) x 3 effects (amplitude modulation, chaos, 
vibrato), in random order.

Participants
110 participants were recruited. The tested acoustic effects were rather subtle, and the responses of 
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many participants appeared random (too fast or too few clicks per trial). The analysis was therefore 
repeated both for the complete sample and for a quality sample of 58 participants who made at least 
3 adjustments of the slider per trial and spent at least 3 minutes performing the 9 trials. The most 
credible effects were similar in the quality sample and the full sample, but the uncertainty was 
higher when all 110 participants were included (cf. Fig. 7 vs. Fig. S10).

Data Analysis
The value of the combi hyper-parameter chosen in each trial was modeled as beta-distributed. In the 
trials in which the axis was flipped, the response was recalculated as 1-combi. The model was as 
follows:

combi01 ~ tradeoff * effect_fmt + (1 | subject + prototype_fmt),
phi ~ (1|subject)

where effect = vocal effect (3 levels: AM, chaos, vibrato), prototype = vocal prototype (3 levels: 
yell, cry, scream), and subject = participant ID. Thus, the effect of the tradeoff parameter was 
estimated separately for each NLP, and subject and prototype were modeled as group-level effects.

Results
The first question was whether participants would overall prefer to create annoying sounds with 
multiple NLP episodes (corresponding to a low value of the combi hyper-parameter) or with a 
single long episode (a high value of combi). No consistent preference was observed, with an 
observed mean response of 0.53 and the entire range of available combi values used regularly (Fig. 
7E). The manipulated tradeoff hyper-parameter had a positive effect on the responses in the chaos 
vocal condition: increasing tradeoff from 0 to 1 was associated with choosing a combi value that 
was 0.20 (95% CI [0.05, 0.34]) higher. This means that participants began to prefer fewer episodes 
of chaos if breaking them up into several episodes greatly shortened the total duration of chaos – in 
other words, chaos was annoying when it was longer in total duration. The effect of tradeoff for the 
amplitude modulation vocal condition was very uncertain (0.06 [-0.07, 0.20]), possibly because this 
NLP was too perceptually subtle to make a difference however it was added. Finally, the most 
credible effect of tradeoff for the vibrato condition was negative (-0.15 [-0.29, 0.00]), though again 
rather uncertain. The negative trend for vibrato is plausible because very short episodes of vibrato 
sound like frequency jumps, so sacrificing total duration does not necessarily make this NLP less 
noticeable or less annoying. The overall conclusion, however, is that the temporal structure of 
episodes of irregular phonation within a single vocalization is not particularly relevant to the 
annoying character of vocalizations, which is in line with the results of Exp. 3b.
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Fig. 7 The effect of combi and tradeoff hyper-parameters on the target number and total duration of NLP episodes in 
the stimuli for Exp. 4. (A) The combi parameter has a slight negative effect on total duration of effect when tradeoff = 
0, but a strongly positive effect when tradeoff > 0. (B) The number of episodes always decreases with combi, from 5 to 
1 episode. (C-D) Examples of a scream with three or one episode of vibrato with approximately the same total 
duration of ~40%. (E) There is no clear pattern of preference for either long single episodes (combi close to 1) or 
many short episodes (combi close to 0): fitted values (lines) and responses in individual trials (points) as a function of 
the tradeoff hyper-parameter. (F) Increasing the tradeoff between the number of episodes and their total duration shifts 
the preference toward single long episodes for chaos and many short episodes for vibrato, with no clear effects for 
amplitude modulation. The shown effects correspond to the slopes of regression lines in (E). N = 507 trials by 58 
participants. These results were confirmed in the full sample of 956 trials by 109 participants (Fig. S10).



CREATING ANNOYING VOCALIZATIONS 23

General Discussion
This study makes two contributions: it introduces a novel method for studying voice perception and, 
with its help, provides new insights into vocal annoyance.

Self-Steered Sound Synthesis
 To begin with the method, Self-Steered Sound Synthesis (S4) builds upon the traditional 
psychoacoustic technique of letting participants manipulate an acoustic characteristic to achieve a 
particular task – for example, to match the perceived loudness of two tones. However, S4 goes 
much further: it supports multiple acoustic controls at once and, most importantly, it is based on a 
powerful vocoder that makes it straightforward to synthesize not just simple tones and noises, but 
complex and natural-sounding vocal stimuli such as calls of various animals, human nonverbal 
vocalizations, or short verbal utterances (Lavan & Anikin, 2025). The library for voice synthesis, 
soundgen (Anikin, 2019), is written in R programming language, but we show how it can be made 
into customized plugins and embedded in interactive web applications, making S4 a suitable 
method not only for in-lab testing, but also for large-scale online experiments.

Given the novelty of the S4 approach, an important objective of the present study was to test and 
validate it with various design modifications. In terms of the number of vocal dimensions, it is of 
course tempting to include as many as possible to make the synthesis more flexible and capture 
potentially complex attractors in the parameter space. However, task complexity for participants 
increases rapidly. Although we observed consistent response patterns and repeated switching 
between control panels with as many as six vocal dimensions in three panels, interviews with 
participants in pilot tests suggest that this can be confusing, particularly when the effects of some 
dimensions are opaque, or when the effect of one dimension depends on the chosen value on 
another dimension – for example, temporal irregularity is mostly noticeable when calls are 
relatively short and rapid. We would therefore recommend using at most four vocal control 
parameters in two panels. A two-dimensional control panel is both faster than a separate slider for 
each vocal parameter and more conducive to finding interactions between these two vocal 
parameters or multiple attractors such as two ways to make barks annoying (Fig. 2D). Three-
dimensional control panels can also be explored (e.g., a triangular scale as in (Anikin, 2020)).

Another important design choice is how to deal with labeling and explaining the vocal dimensions 
to participants. Our extensive pilot testing indicates that participants typically fail to deduce the 
meaning of all but the most obvious vocal dimensions if they are unlabeled, but this is not 
necessarily a drawback. Exploration of the parameter space without explicit awareness of what its 
dimensions mean can produce consistent results as long as participants can hear how the sound 
changes as they move through the parameter space. In fact, verbal explanations do not really help to 
convey to untrained participants the meaning of complex acoustic phenomena such as subharmonics 
or formant spacing; yet, anyone can readily perceive the changing voice timbre as these parameters 
are adjusted. Moreover, verbal labels come with strong connotations that may noticeably affect the 
response patterns: for instance, the word “roughness” suggests something that could be annoying. 
The tested vocal dimensions are easier to understand after training, in which each one is modified 
individually, with visual and auditory feedback (Exp. 3a). However, this again calls explicit 
attention to the meaning of each vocal parameter and appears to cause stereotypical responses, 
further exacerbating the problems of providing verbal labels. 

On balance, our recommendation for S4 experiments would be to avoid any labels or explicit 
training for the vocal dimensions, but also to keep these dimensions perceptually transparent and to 
add a practice trial for free exploration of the interface prior to the main experiment, as in Exp. 2b. 
It may also be useful to ask participants to rate their satisfaction with the quality of the sound they 
create in each trial, excluding trials with low satisfaction ratings from the analysis (Lavan & Anikin, 
2025).
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Voice Production vs. Voice Perception
An important aspect of testing a new experimental paradigm is to compare the findings with a more 
conventional approach. We performed two pairs of experiments in which the vocalizations 
synthesized in an S4 experiment were then rated by an independent sample of listeners. Juxtaposing 
the results of Exp. 2a-c, there is agreement between S4 and perceptual ratings regarding the role of 
the six manipulated vocal dimensions in distracting and annoying listeners, but with two 
discrepancies. First, call irregularity was increased very consistently in S4 experiments (Exp. 1, 2a, 
and 2b), but it had no independent effect in the perceptual rating task (Exp. 2c). A possible 
explanation is that the tested sequences were relatively short, making irregularity less perceptually 
obvious to listeners than it was for participants in S4 experiments, who repeatedly explored the 
effect of changing the temperature parameters over multiple trials. Second, participants in S4 
experiments increased both call rate and proportion of time vocalizing, whereas annoyance ratings 
in the perceptual experiment (Exp. 2b) were largely determined by the proportion of time spent 
vocalizing. Again, this is not a drastic difference, but rather a relative preference for several viable 
vocal strategies for attracting listeners’ attention (Blumstein & Recapet, 2009; Jégh-Czinege et al., 
2020; Lingle et al., 2012; Pongrácz et al., 2016).

More significant differences were observed in the second pair of production-perception experiments 
(Exp. 3a and 3b). Participants in Exp. 3a increased all four control parameters to maximize 
annoyance, making all NLP stronger, longer, broken up into more episodes, and occurring more 
irregularly throughout the manipulated shout. Yet, only some of these manipulations were rated as 
perceptually annoying by an independent sample of listeners (Exp. 3b). Based on pilot testing, it 
was difficult for participants in Exp. 3a to grasp the nature of control parameters because of the 
relatively subtle nature of NLP manipulations, and therefore we added explicit training on each 
vocal dimension prior to the main experiment. As discussed above, however, this made normative 
or semantically mediated judgments more likely, casting doubt on the results of Exp. 3a, even 
though participants did succeed in making vocalizations more or less annoying by manipulating 
vocal vibrato or chaos. In this case, we therefore believe that the results of perceptual testing in Exp. 
3b are more reliable.

Overall, however, there is no a priori reason to expect perfect agreement between vocal production 
and vocal perception studies because they tap into different mechanisms and have different 
strengths and limitations. Similarly to the classic method of eliciting volitionally produced stimuli, 
such as affective vocalizations or facial expressions, technology-assisted voice synthesis partly 
reflects what kind of “theory” people have about what sounds are annoying. The task of creating the 
stimuli probably becomes more spontaneous and should converge with perceptual ratings if the 
manipulated dimensions are represented at an implicit, purely perceptual level. Having the created 
stimuli rated by a new sample of listeners then seems like a natural reality check, but this method is 
not perfectly transparent or bias-free, either. Crucially, we lose the major advantage of manipulating 
each acoustic variable separately or have to deal with a combinatorial explosion if the stimuli vary 
along multiple dimensions. In the present study, for instance, the perceptual effects of various 
acoustic manipulations in Exp. 2c ad 3b had to be teased apart with multiple regression, which 
requires a lot of data, relies on strong simplifying assumptions, and may or may not work, 
depending on what confounds and interactions are present in the data. Perceptual scales can also be 
swamped by the strongest effects such as the highly salient and annoying increase in call rate that 
may have masked the effect of more subtle changes in voice quality in Exp. 2c. When each acoustic 
parameter is controlled separately, in contrast, participants are forced to pay attention to all of them, 
which may exaggerate the importance of perceptually minor changes but will at least flag all 
relevant vocal dimensions, not just the most salient ones. 

In terms of cost-effectiveness, a comparable number of participant-hours was required here to 
achieve sufficient precision of effect estimates in S4 and perceptual experiments (Exp. 2a vs. 2c, 
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Exp. 3a vs. 3b), and S4 was twice as cost-effective as perceptual tests in our follow-up study (Lavan 
& Anikin, 2025). An important proviso is that the sounds rated in perceptual experiments 
corresponded to the combinations of control parameters chosen by participants in S4 experiments, 
and not to the much larger grid of all possible combinations. In sum, vocal production and 
perception methods work very well together and provide complementary information. Ultimately, 
however, both are different types of self-report measures, which are ecologically valid but better 
suited for predicting deliberate rather than spontaneous behavior (Corneille & Gawronski, 2024) 
and should be supplemented with more implicit measures of annoyance and distraction (Anikin, 
2025b). 

Many modifications of the proposed experimental paradigm can be explored in follow-up research. 
For example, the same pool of participants can be recruited first to create the stimuli and then to 
rate them perceptually after a few days’ delay, providing a more direct comparison between the two 
approaches. Vocal annoyance is only one research application: the same methodology can be 
applied to any perceptual dimension or speaker characteristic such as first impression from voices 
(Lavan & Anikin, 2025). Likewise, virtually any vocal characteristic can be manipulated since the 
stimuli are fully synthetic. If tested in the lab, participants can undergo more extensive training to 
ensure they understand the setup and the acoustic dimensions, making it possible to test more subtle 
manipulations and to work with more complex vocal spaces than in online studies. Another 
interesting follow-up would be to test the S4 method with preverbal children and nonhuman animals 
capable of using a touch screen, such as great apes or dolphins. This would be simple to implement, 
yet very powerful and potentially both more efficient and more motivating for the animals than the 
alternative of comparing pairs of stimuli in a very large number of trials.

Annoying Vocal Features
Taking stock of what we have learned about vocal distraction and annoyance using our new 
methodology, the big picture is that more is better if the goal is to annoy: the total amount of 
vocalizing in general, and of unpleasant-sounding irregular phonation in particular, is the main 
factor that determines vocal annoyance. The proportion of time spent vocalizing is seldom explicitly 
mentioned in the literature, but it has been reported to increase with arousal and stress in some 
animal research (Gogoleva et al., 2010), and it was the single best predictor of vocal annoyance in 
this study. However, there are at least two ways to spend a large proportion of time vocalizing. 
Strategy A is to produce long continuous calls, with only short pauses for respiration, which is 
common in puppy whines, cries of human infants, and the distress calls of many other animals 
(Lingle et al., 2012). Strategy B is to emit short, rapidly and irregularly repeated calls, as in dog 
barks (Jégh-Czinege et al., 2020; Pongrácz et al., 2016), marmot whistles (Blumstein & Recapet, 
2009), and other alarm calls. Interestingly, strategy B was chosen by participants in Exp. 1 to 
maximize distraction, whereas either A or B were chosen to maximize annoyance. Hypothetically, it 
is possible that vocalizing continuously is optimal for distress signals that may need to be broadcast 
for some time, ultimately soliciting an intervention by the receiver, whereas a burst of rapidly 
repeated short signals is better suited for briefly attracting attention to a relevant event in the 
environment such as an approaching predator. This possible functional distinction is a good 
example of theoretically grounded principles that can also guide practical acoustic design: signals 
intended to alert without annoying (e.g., alarms in hospitals and airplanes) could be made to consist 
of irregular bursts of short pulses broadcast at moderate loudness, whereas signals intended to 
promote avoidance (e.g., fire alarms in buildings) could be made loud and continuous, with an 
unpleasantly harsh timbre.

Whereas the proportion of time vocalizing was a very consistent predictor of both distraction and 
annoyance in every experiment and using both S4 and perceptual ratings, the effect of 
unpredictability on annoyance was less consistent when these events were individual calls in a short 
sequence, and completely absent when they corresponded to transitions between phonatory regimes 
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within the same call, as when a single long episode of irregular phonation was broken up into 
several shorter episodes. Looking at specific NLP types, subharmonics and register transitions were 
not particularly annoying in general. Compared to other NLP types, subharmonics have less effect 
on perceived distress (Massenet et al., 2022), and they do not sound rough if the voice pitch is high, 
as in the shout used as vocal prototype in Exp. 3, so this is not so surprising. Chaos, amplitude 
modulation, and vibrato could be annoying if they were strong and prolonged. Notably, similar 
results were obtained both for distress calls (baby cries, dog barks) and for emotionally neutral 
vocalizations (duck quacks, seagull screeches, whistle-like vocalizations). This confirms that these 
NLP are annoying purely acoustically, and not merely because they signal a high level of distress 
and cause empathic distress in listeners. However, listeners attended mostly to the total duration of 
episodes of irregular phonation, and only secondarily to the number of transitions between 
phonatory regimes. This suggests that the harsh or rough voice quality associated with NLP is 
aversive in itself, regardless of unpredictable changes in phonation.

While in this study we focused primarily on annoyance, these findings are in line with our work on 
NLP in the context of auditory distraction (Anikin, 2025b). Thus, psychological research on 
auditory attention and acoustic preferences is perhaps a little too focused on unpredictability as the 
main driver of distraction (Dalton & Hughes, 2014; Parmentier et al., 2022), while the sheer amount 
and intensity of sensory input remains the elephant in the room. Given the physiological constraints 
related to respiration, energy expenditure, listeners’ habituation, and complex interactions between 
voice pitch and its acoustic intensity as well as subjective loudness (Anikin et al., 2024; 
Traunmüller & Eriksson, 2000), optimal behavioral strategies for maximizing the “auditory 
bombardment” of receivers are far from trivial, and potentially rather diverse. Future research can 
build upon the proposed methodology and extend our findings to longer and more variable vocal 
stimuli, further exploring the role of attentional mechanisms and auditory preferences in the vocal 
communication of both humans and other vertebrates.

Constraints on Generality
The participants in all experiments were literate adults who were recruited online, predominantly 
residing in Europe, and fluent in English (three quarters were native English speakers, and the rest 
reported 22 other native languages). Fluency in English was necessary to complete the experiments, 
but we did not restrict the participant pool to any particular demographic or cultural group because 
we had no specific predictions regarding cultural variation in the investigated psychoacoustic 
preferences. Given the critical role of loudness and its sudden increase in both attentional capture 
(Huang & Elhilali, 2017) and annoyance (Laird & Coye, 1929), it is also important to consider its 
possible impact on the observed results. There are two potential concerns related to the lack of 
control over playback volume in online experiments: (1) intra-subject variation in perceived 
loudness as a result of acoustic manipulations and/or listeners adjusting the volume of their 
headphones during an experiment, and (2) inter-subject differences in overall playback volume. To 
mitigate these concerns, we asked all participants to enter a spoken code before starting the 
experiment, adjust the volume of their headphones to a comfortable level, and refrain from 
changing the volume after that. All stimuli were normalized to have the same peak amplitude in 
both voice production and voice perception experiments, and participants in perception experiments 
listened to three examples of stimuli to calibrate their playback volume; thus, listeners were 
presumably exposed to the stimuli at a comparable, albeit not identical, intensity level. Even so, the 
effect of some acoustic features may strongly depend on sound intensity and other factors beyond 
our control: for instance, NLP might become particularly annoying and startling if they are heard at 
high amplitude and without an opportunity to escape them (Owren & Rendall, 1997; Rendall, 
2025). This is a real possibility, and it would be interesting to test it in future studies despite the 
challenges such as ceiling effects – any sound becomes annoying if it is loud enough – as well as 
obvious ethical issues with exposing listeners to distressing stimuli at uncomfortably high intensity 
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levels.
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Supplementary Figures

Fig. S1 The adjustment of effective call rate to avoid impossible combinations of call rate and duration in Exp. 1, 2a, 
and 2b. All rates are in Hz and durations in ms.
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Fig. S2 Trajectories (lines) and final settings (points) selected by participants in Exp. 1 for two tasks: most and least 
annoying vocalizations. Shown in the original coordinates, without adjusting the bark rate.
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Fig. S3 Examples of stimuli created in Exp. 2. For each prototype, two tokens are shown that were rated as least and 
most annoying in Exp. 2c. The titles are: {prototype}_{task - least or most annoying}_{annoyance rating}. The ratings 
are fitted values per sound from the model of responses in Exp. 2c (file “so2r.rds”).
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Fig. S4 Increased call rate and irregularity were most consistently chosen to make each vocal prototype maximally 
annoying in Exp. 2a. The points are observed values, and the contour lines show the density of posterior distributions 
from a multivariate Gaussian model predicting responses in the 6D parameter space. N = 323 trials by 37 participants.
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Fig. S5 Increased call rate and irregularity were most consistently chosen to make each vocal prototype maximally 
annoying in Exp. 2b. The points are observed values, and the contour lines show the density of posterior distributions 
from a multivariate Gaussian model predicting responses in the 6D parameter space. N = 415 trials by 41 participants.
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Fig. S6 Correlations between the six control parameters in Exp. 2a.
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Fig. S7 The training module (above) and additional instructions (below) presented after this training in Exp. 3a.
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Fig. S8 To make synthetic vocalizations more annoying, participants in Exp. 3a tended to increase the duration and 
depth of all NLP, as well as the number of irregularity of their episodes. Responses in individual trials (points) and 
contour lines showing the density of posterior distributions from a multivariate Gaussian model predicting responses 
in the 4D parameter space.
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Fig. S9 Sensitivity analysis of the effectiveness of manipulations of nonlinear phenomena in Exp. 3a for making these 
sounds annoying to listeners in the rating Experiment 3b: the same as Fig. 6, but for the full sample with 3955 ratings 
by 50 listeners.
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Fig. 10 Sensitivity analysis for Exp. 4: the same as Fig. 7, but using the full sample of 956 trials by 109 participants. 
Observe the large number of trials in which the slider was not moved from the neutral central position (0.5), 
suggesting random responses.
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